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Abstract

This paper presentsa new methodfor branc predictionthat is highly accuate Thekey ideais to
useoneof the simplestpossibleneual methodsthe perceptronas an alternativeto the commonlyused
two-bitcountes. Thesouice of our predictor's accuiacyis its ability to uselong historylengths because
the hardware resoucesfor our methodscalelinearly, ratherthanexponentially with the historylength.

We describewo versionsof percepton predictoss, andweevaluatethesepredictors with respecto ve
well knownpredictos. We showthat for a 4K bytehardware budget, a simpleversion of our methodthat
usesa global history achievesa mispiedictionrate of 1.94%on the SPEC2000integer bendimarks,an
improvementof 53% over gshare We also describea global/local version of our predictor that is 36%
more accumte thanthe McFarling-stylehybrid predictor of the Alpha21264.Becausehis variant of the
percepton predictoris more accumatethanEvers' multi-componenpredictorfor hardware budgetsof up
to 256KB,we concludethat ours is the mostaccurate dynamicpredictorcurrently available

To explore the feasibility of our ideas,we provide a circuit-level designof the perception predictor
and describetedhniquesthat allow our comple predictorto opemte quickly. Finally, we showhowthe
relatively comple perception predictor can be usedin modernCPUs by havingit override a simpler
quidker Smithpredictor providing IPC improvement®f 15.8%over gshae and5.7%over the McFarling
hybrid predictor



1 Intr oduction

Moderncomputerrchitecturencreasinglyrely on speculatiorto boostinstruction-leel parallelism.For
example,datathatis likely to be readin the nearfutureis speculatiely prefetchedandpredictedvalues
arespeculatiely usedbeforeactualvaluesareavailable[13, 30]. Accuratepredictionmechanism$iave
beenthe driving force behindthesetechniquesso increasingthe accurag of predictorsincreaseghe
performancéene t of speculation Machinelearningtechniqueoffer the possibility of furtherimprov-
ing performanceby increasingpredictionaccurag. In this paper we shav that one particularmachine
learningtechniguecanbeimplementedn hardwareto improve branchprediction.

Branchpredictionis anessentiapartof modernmicroarchitecturesRatherthanstallwhenabranchis
encountereda pipelinedprocessousesbranchpredictionto speculatrely fetchandexecuteinstructions
alongthe predictedpath. As pipelinesdeeperandthe numberof instructionsissuedper cycle increases,
the penaltyfor a mispredictionincreasesandthe bene t of accuratéoranchpredictionincreasesRecent
efforts to improve branchpredictionfocusprimarily on eliminatingaliasingin two-level adaptve predic-
tors[22, 20, 28, 6], which occurswhentwo unrelatecbrancheglestructiely interfereby usingthe same
predictionresourcesWe take a differentapproach—onghatis largely orthogonalo previous work—by
improving theaccurag of the predictionmechanisnitself.

Ourwork builds onthe obsenrationthatall existing two-level techniquesisetablesof saturatingcoun-
ters. Sinceneuralnetworks areknown to provide goodpredictive capabilitiesit is naturalto askwhether
we canimprove accurag by replacingthesecounterswith neuralnetworks. However, mostneuralnet-
workswouldbeprohibitively expensie toimplementasbranchpredictorssowe exploretheuseof simple
arti cial neuronssuchfrom which theseneuralnetworks arebuilt. Thesearti cial neuronssuchasthe
perceptrori24], have several attractve propertieghatdifferentiatethemfrom neuralnetworks. They are
easierto understandthey aresimplerto implementandtune,they train fastey andthey arecomputation-
ally muchlessexpensve.

In this paper we explore varioustypesof arti cial neuronsandproposea two-level schemehatuses
perceptronsnsteadof two-bit counters. A key adwvantageof our approachis its ability to utilize long
branchhistory lengths. In our predictor eachstatic branchis ideally allocatedits own perceptrornto
predictthe branchoutcome andthe spacerequiredby our schemescaledinearly with the historylength.
In contrasttraditionaltwo-level adaptve schemesisea patternhistorytable(PHT) of two-bit saturating
counters,indexed by a history shift register that storesthe outcomesof previous branches.This PHT
structurdimits thelengthof the historyregisterto thelogarithmof the numberof counters.Thus,for the
samehardwarebudget,our predictorcanconsidemuchlongerhistoriesthanPHT-basedschemesywhich
leadsto highaccurag. For example,for a4KB hardwarebudget,a PHT-basedoredictorcanusea history
lengthof 14, while aversionof our predictorcanusea historylengthof 34.

This paperdescribesind evaluatesvariousperceptrompredictors.We shaw thatthe perceptrorworks
well for the classof linearly sepaable branches a term we introduce. We also showv that programs
tendto have mary linearly separabldéranchesandthatwhile perceptronsre unableto predictlinearly
inseparabldranchesPHT-basedschemeslsohave troublepredictingsuchbranches.

This papemalesthefollowing contritutions:

We introducethe perceptrorpredictor the rst dynamicpredictorto successfullyuseneuralnet-
works,andwe shaw thatit is moreaccurateéhanexisting dynamicglobalbranchpredictors.For a
4K byte hardware budget,our global predictorimprovesmispredictionrateson the SPEC2000in-
tegerbenchmark®y 53%over agshae predictorof thesamesizeandby 27%overthe McFarling-
style hybrid predictorof the Alpha 21264.

Theseresultsdiffer from our previously publishednumbersbecauseur nev methodologyusesthe Alpha instructionset,



We describea versionof the perceptrorpredictorthatusesbothglobalandperbranchinformation,
yielding mispredictiorratesthatare 36% moreaccurateahanthe McFarling-stylehybrid predictor
which is the mostaccuratepredictorthatis knovn to have beenimplementedn silicon. We also
shaw thatthis predictoris moreaccuratéhanEvers' multi-componenpredictor[10], makingit the
mostaccurat&knowvn dynamicpredictor

We provide a circuit-level designof the perceptrorpredictor Using conceptsrom binary arith-
metic, we shav how to constructan ef cient circuit for computingthe perceptronoutput. With
transistotlevel simulationswe measurehelateng of our perceptroroutputcircuit.

We suggeshow the perceptrorpredictor despitets complex design,canbeimplementedandused
in modernCPUs.In particular we introduceahierarchicapredictorin whichaperceptrorpredictor
overridesa fasterSmith predictor We shav thatthis overriding perceptrorpredictorimproves|PC
by 15.8%over gshae and5.7%over the McFarling-stylehybrid predictor

We shaw thatthe chief advantageof our predictorover PHT-basedpredictorsis the ability to use
long historylengths.

2 RelatedWork

In this sectionwe explorerelatedwork in dynamicbranchpredictionandneuralsystems.

2.1 Dynamic Branch Prediction

Dynamicbranchpredictionhasbeenthe focusof intensestudyin theliterature. Recentresearctocuses
on re ning the two-level schemeof Yeh and Patt [32]. In this schemea patternhistory table (PHT)
of two-bit saturatingcountersis indexed by a combinationof branchaddressand global or perbranch
history The high bit of the counteris taken asthe prediction. Oncethe branchoutcomeis known, the
counteris incrementedf the branchis taken,anddecrementedtherwise.An importantproblemin two-
level predictorsis aliasing[25], andmary of the recentlyproposediranchpredictorsseekto reducethe
aliasingproblem[22, 20, 28, 6] but do not changethe basicpredictionmechanism.Given a generous
hardwarebudget,mary of thesetwo-level schemegperformaboutthe sameasoneanothel6].

Most two-level predictorscannotconsiderlong history lengths,which becomesa problemwhenthe
distancebetweercorrelatedranchess longerthanthelengthof aglobalhistoryshift register[9]. Evenif
aPHT schemecouldsomehar implementiongerhistorylengths it would nothelpbecauséongerhistory
lengthsrequirelongertrainingtimesfor thesemethodd23].

Variablelength pathbranchprediction[29] is oneschemdor consideringongerpaths. It avoidsthe
PHT capacityproblemby computingahashfunctionof theaddressealongthepathto thebranch.lt usesa
comple multi-passpro ling andcompilerfeedbacknechanisnthatis impracticalfor arealarchitecture,
but it achiezesgoodperformancdecausef its ability to considedongerhistories.

2.2 Neural Methods and Computer Ar chitecture
Neuralsystemsandotherformsof machindearninghave beensuggestetbr severalcomputemarchitecture
applications.

which allows usto getsimulatedIPC resultsfrom SimpleScalaf3]. We discussthe impactof this methodologicathangein
Section6.1.



Static branch prediction with neural networks. Neural networks have beenusedto perform static
branchprediction[4], wherethe likely directionof a branchis predictedat compile-timeby supplying
programfeaturessuchascontrol- ow andopcodeinformation,asinputto atrainedneuralnetwork. This
approachachieres an 80% correctpredictionrate, comparedo 75% for static heuristics[1, 4]. Static
branchpredictionperformsworsethan existing dynamictechniquesput can be usefulfor performing
staticcompileroptimizationsand providing extra informationto dynamicbranchpredictorssuchasthe
agreepredictor[28].

Branch prediction and geneticalgorithms. Neuralnetworksarepartof the eld of machindearning,
whichalsoincludesgeneticalgorithms.EmerandGloy usegeneticalgorithmsto “evolve” branchpredic-
tors[7], but it is importantto notethe differencebetweertheir work andours. Their work usesevolution
to designmore accuratepredictors,but the endresultis somethingsimilar to a highly tunedtraditional
predictor We insteadplaceintelligencein the microarchitectureso the branchpredictorcanlearnand
adapton-line. In fact,EmerandGloy's approactcannotdescribeour new predictor

Neural Networks for Resource Allocation. Neural networks learnedthroughevolutionary computa-
tion have beenproposedas a methodfor managingon-chip resourcedor chip multiprocessorg12].
When comparedwith static partitioning, performances improved 13% whena neuralnetwork is used
to dynamicallyassigna pool of L2 cachebanksto a setof cores.

3 Neural Systems

In thissectiorwe describahebasicof how arti cial neuralsystemsvork, we explainhow neuralmethods
might be appliedto dynamicbranchprediction,and explain why we choosethe perceptrorin particular
for branchprediction.

Neuralsystem&mplgy someof thepropertieof biologicalneuralnetworks,suchasbrainsandnenous
systemsfor computationataskssuchas predictionand regression. Arti cial neuralnetworks learnto
computea function usingexampleinputsandoutputs. Neuralnetworks have beenusedfor a variety of
applications,ncluding patternrecognition,classi cation[11], andimageunderstanding19, 15]. The
generalideaof neuralcomputationis that mary processingiodes,knovn asneuions areconnectedo
eachotherin a network. Datais fed into input unit neurons,and propagatedhroughthe network to
outputunit neuronswheretheresultsof thecomputatiorcanberead.A trainingalgorithmstrengthensr
wealensthe connectionbetweemeurons.

Neural systemdearn a generalsolutionto a problemfrom speci ¢ examples. Generally the more
examplesthere are, the betterthe solution will be. Neural systemsseemparticularly well-suited for
microarchitecturagbredictionproblemssinceprocessorsxecutehundredf millions of instructionseach
secondproviding amplelearningexamples.

3.1 Prediction with Neural Methods

Predictionwith neuralmethodss arich areaof study Neuralmethodsarecapableof classi cation i.e.,
predictingwhich of a setof classes particularinstancewill fall into. Supposeaset s partitionedinto
classesandwe arefacedwith the problemof determiningfor anarbitraryelement , Whatclass
isin. Theelementf have certainfeatureswhich correlatewith their classi cations. An arti cial
neuralnetwork canlearn correlationsbetweenthesefeaturesandthe classi cation. An arti cial neural
network is a collectionof neuronssomeof which receve input andsomeof which produceoutput,that



are connecteduy links. Eachlink hasa weight associatedvith it that determineghe strengthof the
connection11]. For aclassi cationproblemsuchasdecidingto whichof classesaninput belongs,
thereare outputneurons.In the specialcasewherethereareonly two classesthereis only oneoutput
neuron.Eachneuroncomputests outputfrom the sumof its input usingan activationfunction During
atraining phasethe weightsareadjustedusingatrainingalgorithm. The algorithmusesa setof training
data,which areorderedpairsof inputsandcorrespondingutputs.Theneuralnetwork learnscorrelations
betweertheinputsandoutputs,andgeneralizethis learningto otherinputs. To predictwhich classanev
input isin, we supply to theinput units of the trainedneuralnetwork, propagatehe valuesthrough
the network, andexaminethe outputneuronsWe classify accordingto the neuronwith the strongest
output. In the specialcasewhere , thereis only one outputneuron;in this case,we classify
accordingo whetherthe outputvalueexceedsa certainthresholdtypically O or -.

3.2 Potential Applications to Micr oarchitecture

Neurallearningmethodshave the potentialto enhancemicroarchitecturalechniquesteplacingthe more
primitive predictorscurrentlyused.Someof the possibleapplicationsot yet exploredare:

BranchPrediction. For dynamicbranchprediction,the inputsto a neurallearningmethodarethe
binary outcomesof recentlyexecutedbranchesandthe outputis a predictionof whetheror not a
branchwill betaken. Eachtime a branchis executedandthe true outcomebecomesknown, the
history that led to this outcomecanbe usedto train the neuralmethodon-line to producea more
accurateesultin thefuture.

ValuePrediction.Neuralnetworks could be usedto predictwhich of a setof valuesis likely to be
theresultof aload operationenablingspeculatioron thatvalue.

CacheReplacemenPolicy. Neural networks could be usedto adaptto the behaior of program
accesgatternandimplementspecializedachereplacemenpoliciesfor reducedcachemissrates.

Next TracePrediction.As anaturalextensionof thebranchpredictioncapabilitiesof neurallearning
techniquesneuralnetworks could be usedto predictwhich of several possibletracesshouldbe
fetchedfrom thetracecache.

3.3 Neural Learning for Dynamic Branch Prediction

Thereareseveral simpleneurallearningmethodgshatcould potentiallybe usedin adynamicbranchpre-
dictor. In particular the ADALINE neuron[31], Hebblearning[11], andthe Block perceptron2] are
simplemethodsn which a singleneuronis usedfor computatiorandtrainedwith asimplealgorithm.We
usedthe SPEC9%enchmarkso comparethe accurag of eachof thesemethods.We alsoevaluatedthe
accurag of a more complex multi-layer perceptrorwith back-propagatiofill]. This back-propagation
methods representate of commonlyusedneuralnetworks,andit wasincludedsolelyto explorethelim-
its of neurallearningtechniques$n dynamicbranchprediction.Becausef its implementatiorcompleity,
thereis noway to implementback-propagatiom hardwaresuchthata predictioncanbeproducedn just
afew cycles.

Our resultsshaved that the perceptronwvasthe mostaccurateof the four techniques.We found that
Hebblearningyields poor branchpredictionaccurag dueto its inability to learneven simple patterns.
While ADALINE yielded similar predictionaccurag to the perceptronthe ADALINE neuronsrequire
twice asmuch spaceto representhe weightswith sufcient accurag. Interestingly we found thatthe
perceptrorlearnsfasterandyields moreaccuratepredictionthanback-propagationkor instance pn the
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SPEC9%henchmarki26.gcc , perceptrongchiere a 2.44% mispredictionrate, comparedwith 3.33%
for back-propagation.

Anotherbene t of perceptronss thatby examiningtheir weights i.e., the correlationghatthey learn,
it is easyto understandhe decisionsthatthey make. By contrast,a criticism of mary neuralnetworks
is thatit is dif cult or impossibleto determineexactly how the neuralnetwork is makingits decision.
Techniquedave beenproposedo extractrulesfrom neuralnetworks[26], but theserulesarenot always
accurate.Perceptronglo not suffer from this opaquenesghe perceptrors decision-makingprocesss
easyto understandstheresultof a simplemathematicaformula.

4 Branch Prediction with Perceptrons

This sectionprovidesthe backgroundcheededo understanaur predictor We describeperceptronsex-
plain how they canbeusedin branchprediction,anddiscusgheir strengthandweaknesseur method
is essentiallya two-level predictor replacingthe patternhistorytablewith atableof perceptrons.

Figure 1. PerceptrorModel. The input values , are propagatedhroughthe weightedconnectiondy
taking their respectie productswith the weights . Theseproductsare summed,along with the bias
weight , to producethe outputvalue .

4.1 How PerceptronsWork

The perceptronwasintroducedin 1962[24] asa way to studybrainfunction. We considerthe simplest
of mary typesof perceptron$2], a single-layemercepton consistingof onearti cial neuon connecting
seseralinput units by weightededgesto oneoutputunit. A perceptroriearnsa target Booleanfunction

of inputs.In ourcasethe arethebits of a globalbranchhistory shift register andthe
taiget function predictswhethera particularbranchwill be taken. Intuitively, a perceptrorkeepstrack
of positive andnegative correlationsbetweerbranchoutcomesn the globalhistoryandthe branchbeing
predicted.

Figure 1 shavs a graphicalmodel of a perceptron. A perceptrons representedyy a vector whose
elementsaretheweights.For our purposestheweightsaresignedintegers. The outputis thedot product
of the weightsvector , andthe input vector ( is alwayssetto 1, providing a “bias” input).
Theoutput of aperceptrons computedas

Theinputsto our perceptronsrebipolar, i.e., each is either-1, meaningnot taken or 1, meaning
taken. A neggative outputis interpretedaspredictnottaken. A non-n@ative outputis interpretecaspredict
taken.



4.2 Training Perceptrons

Oncetheperceptroroutput hasbeencomputedthe following algorithmis usedto train the perceptron.
Let be-1if thebranchwasnottaken,or 1 if it wastaken,andlet bethethreshold a parameteto the
trainingalgorithmusedto decidewhenenoughtraininghasbeendone.

if sign or then
for :=0to do

end for
end if

Since and arealwayseither-1 or 1, this algorithmincrementshe ™ weight whenthe branch
outcomeagreeswith , anddecrementshe weightwhenit disagreesintuitively, whenthereis mostly
agreementi.e., positive correlation the weightbecomedarge. Whenthereis mostly disagreement,e.,
negative correlation,the weight becomeseggative with large magnitude. In both casesthe weight has
a large in uence on the prediction. Whenthereis weak correlation,the weight remainscloseto 0 and
contrikuteslittle to the outputof the perceptron.

4.3 Linear Separability

A limitation of perceptrongs thatthey are only capableof learninglinearly sepaable functions[11].
Imaginethe setof all possibleinputsto a perceptronasan -dimensionalspace. The solutionto the
equation

isahyperplande.g.aline, if ) dividing the spacéanto the setof inputsfor whichtheperceptrorwill
respondalseandthe setfor which the perceptrorwill respondrue [11]. A Booleanfunctionover vari-
ables is linearly sepanbleif andonly if thereexist valuesfor suchthatall of thetrueinstances
canbe separatedrom all of the falseinstancedy that hyperplane.Sincethe outputof a perceptrons
decidedby theabove equationpnly linearly separabléunctionscanbelearnedperfectlyby perceptrons.
For instancea perceptrorcanlearnthelogical AND of two inputs,but notthe exclusive-OR,sincethere
is noline separatindrue instance®f the exclusive-ORfunctionfrom falseonesonthe Booleanplane.

As we will shaw later, mary of the functionsdescribingthe behaior of branchesn programsare
linearly separableAlso, sincewe allow the perceptrorio learnovertime, it canadaptto thenon-linearity
introducedby phasdransitionsin programbehaior. A perceptrorcanstill give goodpredictionswhen
learninga linearly inseparabldunction, but it will not achieve 100% accurag. By contrast,two-level
PHT schemedike gshae canlearnary Booleanfunctionif givenenoughtrainingtime.

4.4 Branch Prediction with Perceptrons

We canusea perceptrorto learncorrelationsbetweenparticularbranchoutcomesn the global history
andthebehaior of the currentbranch.Thesecorrelationsarerepresentetty theweights. Thelargerthe
weight, the strongerthe correlation,andthe morethat particularbranchin the global history contritutes
to the predictionof the currentbranch. Theinput to the biasweightis always 1, soinsteadof learninga
correlationwith apreviousbranchoutcomethebiasweight, , learnghebiasof thebranchjndependent
of thehistory



The processokeepsa tableof  perceptronsn fastSRAM, similar to the table of two-bit counters
in otherbranchpredictionschemes.The numberof perceptrons, , is dictatedby the hardware budget
and numberof weights,which itself is determinedby the amountof branchhistory we keep. Special
circuitry computeghevalueof andperformsthetraining. We discusghis circuitry in Section5. When
theprocessoencounters branchin thefetchstagethefollowing stepsareconceptuallytaken:

1. Thebranchaddresss hashedo produceanindex into thetableof perceptrons.
2. The ™ perceptrornis fetchedfrom thetableinto a vectorregister , of weights.

3. Thevalueof iscomputedasthedotproductof andtheglobalhistoryregister

4. Thebranchis predictednottakenwhen is negative, or taken otherwise.
5

. Oncethe actualoutcomeof the branchbecomesknown, the training algorithmusesthis outcome
andthevalueof to updatetheweightsin

6. iswrittenbacktothe ™ entryin thetable.

It may appearthat predictionis slow becausenary computationsand SRAM transactiongake place
in stepsl through5. However, Section5 shavs thata numberof arithmeticandmicroarchitecturatricks
enablea predictionin asinglecycle, evenfor long historylengths.

5 Implementation

This sectionexploresthe designspacefor perceptrorpredictorsand discussesletailsof a circuit-level
implementation.

5.1 DesignSpace

Givena x edhardware budget,threeparametersieedto be tunedto achieve the bestperformancethe
historylength,the numberof bits usedto representheweights,andthethreshold.

History length. Longhistorylengthscanyield moreaccuratgredictiong9] but alsoreduceghenumber
of tableentriestherebyincreasingaliasing.In our experimentsthe besthistorylengthsrangedrom 4 to
66, dependingon the hardware budget. The perceptromredictorcanusemorethanonekind of history
We have usedboth purelyglobalhistoryaswell asa combinationof globalandperbranchhistory

Representationof weights. The weightsfor the perceptronpredictorare signedintegers. Although
mary neuralnetworks have oating-point weights,we found thatintegersare sufcient for our percep-
trons,andthey simplify the design.We nd thatusing8 bit weightsprovidesthe besttrade-of between
accurayg andhardwarebudget.

Threshold. The thresholdis a parametetto the perceptrortraining algorithmthat is usedto decide
whetherthe predictorneedsmoretraining.

5.2 Circuit-Level Implementation

Here,we discusgyeneratechniqueshatwill allow usto implementaquick perceptrorpredictor Wethen
give moredetailedresultsof atransistoflevel simulation.
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Computing the Perceptron Output.  Thecritical pathfor makingabranchpredictionincludesthecom-
putationof the perceptronoutput. Thus, the circuit that evaluatesthe perceptronshouldbe asfastas
possible. Several propertiesof the problemallow us to make a fastprediction. Since-1 and 1 arethe
only possibleinput valuesto the perceptronmultiplication is not neededto computethe dot product.
Instead we simply addwhentheinput bit is 1 andsubtract(addthe two's-complementyvhenthe input
bit is -1. In practice,we have foundthataddingthe ones-complementywhich is a goodestimatefor the
two's-complementworksjust aswell andlets us avoid the delayof a small carry-propagatadder This
computationis similar to that performedby multiplication circuits, which must nd the sum of partial
productghatareeacha functionof anintegeranda singlebit. Furthermorepnly thesignbit of theresult
is neededo malke aprediction,sotheotherbits of theoutputcanbecomputednoreslowly withouthaving
to wait for a prediction.In this papeywe reportonly resultsthat simulatethis complementatioidea.

Training. Thetrainingalgorithmof Sectiord.2 canbeimplementecef ciently in hardware. Sincethere
areno dependencelgetweerioop iterations,all iterationscanexecutein parallel. Sincein our caseboth

and canonly be-1 or 1, theloopbodycanberestatedas“increment by 1 if , anddecrement
otherwis€, a quick arithmeticoperationsincethe  are8-bit numbers:

for each bit in parallel
if then

else

end if

Circuit-Level Simulation. Usinga customlogic designprogramandthe HSPICEandCACTI 2.0sim-
ulatorswe designecandsimulateda hardwareimplementatiorof the elementsf the critical pathfor the
perceptrorpredictorfor severaltablesizesandhistorylengths.We usedCACTI, a cachemodelingtool,
to estimateheamountof time takento readthetableof perceptronsandwe usedHSPICEto measureahe
lateng of our perceptroroutputcircuit.

Theperceptroroutputcircuit acceptsnput signalsfrom theweightsarrayandfrom the historyregister
As weightsareread,they arebitwiseexclusve-ORedwith thecorrespondindpits of thehistoryregister If
the ™ historybit is set,thenthis operatiorhasthe effect of takingthe one's-complementf the " weight;
otherwise the weightis passedinchanged After the weightsare processedtheir sumis found usinga
Wallace-tremf 3-to-2carry-sae adderg5], whichreducesheproblemof nding thesumof numbergo
theproblemof nding thesumof numbers.The nal two numbersaresummedwith acarry-lookahead
adder The Wallace-treehasdepth , andthe carry-lookahea@dderhasdepth , Sothe
computationis relatively quick. Thesignof thesumis invertedandtakenasthe prediction.

Table 1 shavs the delayof the perceptrorpredictorfor seseral hardware budgetsandhistory lengths,
simulatedwith HSPICEand CACTI for 180nmprocesgechnology We obtainthesedelayestimatesy
selectinginputsdesignedo elicit the worst-casegatedelay We measurdhetime it takesfor oneof the
input signalsto crosshalf of until the time the perceptrorpredictoryields a steady usablesignal.
For a 4KB hardware budgetand history length of 24, the total time taken for a perceptrorpredictionis
2.4 nanosecondsThis works out to slightly lessthan2 clock cyclesfor a CPU with a clock rate of 833
MHz, the clock rate of the fastestl80 nm Alpha 21264 processoms of this writing. The Alpha 21264
branchpredictoritself takes 2 clock cyclesto deliver a prediction,so our predictoris within the bounds
of existing technology Note thata perceptrompredictorwith a history of 23 insteadof 24 takesonly 2.2
nanosecondst is about10% fasterbecause predictorwith 24 weights(23 for history plus 1 for bias)



canbeorganizedmoreef ciently thanpredictorwith 25 weights,for reasonspeci ¢ to our Wallace-tree
design.

History | TableSize | Perceptron| Table Total # Clock Cycles
Length | (bytes) | Delay(ps) | Delay(ps) | Delay(ps) | @ 833MHz | @ 1.76 GHz
4 128 811 386 1197 1.0 2.1
7 256 808 411 1219 1.1 2.2
9 512 725 432 1157 1.0 2.0
13 1K 1090 468 1558 1.3 2.7
17 2K 1170 504 1674 14 2.9
23 4K 1700 571 2271 1.9 4.0
24 4K 1860 571 2431 2.0 4.3

Table 1: PerceptrorPredictorDelay. This table shavs the simulateddelay of the perceptrorpredictorat several
tablesizesandhistorylengthcon gurations. The delayof computingthe outputandfetchingthe perceptrorfrom
thetableareshonn separatelyaswell asin total.

Compensatingfor Delay. ldeally, abranchpredictoroperatesn asingleprocessoclockcycle. Jiménez
et al. studya numberof techniquedor reducingthe impactof delay on branchpredictors[16]. For

example,a cascadingperceptromredictorwould usea simple predictorto anticipatethe addresof the

next branchto befetchedandit would usea perceptrorto begin predictingthe anticipatedaddresslif the

branchwereto arrive beforethe perceptrorpredictorwere nished, or if the anticipatedbranchaddress
werefoundto be incorrect,a small gshae table would be consultedfor a quick prediction. The study

shaws thata similar predictor usingtwo gshae tables,s ableto usethelargertable47% of thetime.

An overriding perceptrorpredictorwould usea quick gshae predictorto getanimmediateprediction,
startinga perceptrorpredictionatthe sametime. Thegshae predictionis acteduponby thefetchengine.
Oncetheperceptrompredictioncompletesbothpredictionsarecomparedlf they differ, theactionstaken
by thefetchenginearerolled backandrestartedvith the new prediction,incurringa small penalty The
Alpha 21264usesthis kind of branchpredictor with a slower hybrid branchpredictoroverriding a less
accuratebut fasterline predictor[18]. Whena line predictionis overridden,the Alpha predictorincurs
a single-gcle penalty which is small comparedo the 7-cycle penaltyfor a branchmisprediction. By
pipeliningthe perceptrorpredictor or usingthe hierarchicatechniquesnentionedabore, the perceptron
predictorcanbe usedsuccessfullyin future microprocessorsThe overriding stratgy seemsparticularly
appropriatesince,as pipelinescontinueto becomedeeperthe costof overriding a lessaccuratepredic-
tor decreaseasa percentag®f the costof a full misprediction. We presenta detailedanalysisof the
overridingscheman Section6.4.

6 Resultsand Analysis

To evaluatethe perceptronpredictor we use simulationto compareit againstwell-knowvn techniques
from theliterature. We rst comparethe accurag of two versionsof the perceptromredictoragainsts
predictors.We thenevaluateperformanceausing IPC asthe metric, comparingan overriding perceptron
predictoragainstanoverriding McFarling-stylepredictorat two differentclock rates.Finally, we present
analysigto explain why the perceptrorpredictorperformswell.



6.1 Methodology

Herewe describeour experimentalmethodology We discusshe other predictorssimulated the bench-
marksused thetuningof the predictorsandotherissues.

Predictors simulated. We compareour new predictoragainstgshae [22], and bi-mode[20], anda
combinationgshae and PAg McFarling-stylehybrid predictor[22] similar to that of the Alpha 21264,
with all tablesscaledexponentiallyfor increasinghardware budgets. For the perceptronpredictor we
simulateboth a purely global predictor aswell as a predictorthat usesboth global andlocal history
This global/localpredictortakes someinput to the perceptrorfrom the global history register andother
input from a setof perbranchhistories. For the global/localperceptrorpredictor the extra stateused
by the table of local historieswas constrainedo be within 35% of the hardware budgetfor the restof
the predictor re ecting the designof the Alpha 21264 hybrid predictor For gshae andthe perceptron
predictors,we also simulatethe agree mechanisni28], which predictswhethera branchoutcomeuwiill
agreewith a biasbit setin the branchinstruction. The agree mechanisnturnsdestructie aliasinginto
constructre aliasing,increasingaccurag at smallhardwarebudgets.

Our methodologwdiffers from our previous work on the perceptrorpredictor[17], which usedtraces
from x86 executable®f SPEC200@ndonly exploredglobalversionsof the perceptrorpredictor We nd
thattheperceptrorpredictorachievesalargerimprovementover otherpredictordor the Alphainstruction
setthanfor thex86 instructionset. We believe thatthis differencestemdrom the Alpha's RISCinstruction
set,which requiresmoredynamicbranche$o accomplishthe samework, andwhich thusrequiredonger
historiesfor accurateprediction. Becausdhe perceptrorpredictorcanmalke useof longerhistoriesthan
otherpredictorsjt performsbetterfor RISCinstructionsets.

Gathering traces. We useSimpleScalar/Alph#3] to gathertraces.Eachtime the simulatorexecutesa
conditionalbranch |t recordshebranchaddressndoutcomen atrace le. Branchesn librariesarenot
pro led. Thetracesarefedto a programthatsimulateghedifferentbranchpredictiontechniques.

Benchmarkssimulated. We usethe 12 SPEC2000integer benchmarksWe allow eachbenchmarko
execute300 million brancheswhich causesachbenchmarko executeat leastonebillion instructions.
We skip pastthe rst 50 million branchesn thetraceto measur@nly the steadystatepredictionaccurag,
without effectsfrom the benchmarksinitializations. For tuningthe predictors we usethe SPECtrain
inputs. For reportingmispredictiorrates we testthe predictorsontheref inputs.

Tuning the predictors. We tuneeachpredictorfor history lengthusingtracesgatheredrom the each
of the 12 benchmarks&ndthetrain  inputs. We exhaustvely testevery possiblehistorylengthat each
hardware budgetfor eachpredictor keepingthe history lengthyielding the lowestharmonicmeanmis-
predictionrate. For the global/localperceptrorpredictor we exhaustvely testeachpair of historylengths
suchthatthe sumof globalandlocal history lengthis at most50. For the agree mechanismyve setbias
bitsin thebranchinstructionsusingbranchbiasedearnedrom thetrain  inputs.

For the global perceptrorpredictor we nd, for eachhistorylength,the bestvalueof thethresholdby
usinganintelligentsearchof the spaceof values,pruningareasof the spacehatgive poor performance.
We re-usethe samethresholdgor the global/localandagreeperceptrorpredictors.

Table 2 shavs the resultsof the history lengthtuning. We nd an interestingrelationshipbetween
history length and threshold: the bestthreshold for a given history length is always exactly

. Thisis becausaddinganothemeightto a perceptronincrease#ts averageoutputby some
constantsothethresholdmustbeincreasedy a constantyielding a linearrelationshipbetweerhistory
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lengthandthreshold.Throughexperimentationye determinehatusing8 bits for the perceptrorweights
yieldsthebestresults.

6.2 Impact of History Length on Accuracy

One of the strengthsof the perceptronpredictoris its ability to considermuchlonger history lengths
thantraditionaltwo-level schemeswhich helpsbecauséighly correlatecbranchesanoccurat a large
distancefrom eachother[9]. Any globalbranchpredictiontechniquethatusesa x edamountof history
informationwill have anoptimalhistorylengthfor agivensetof benchmarksAs we canseefrom Table2,

theperceptrorpredictorworksbestwith muchlongerhistoriesthantheothertwo predictors.For example,
with a 4K byte hardware budget,gshae works bestwith a history lengthof 14, the maximumpossible
lengthfor gshae. At thesamehardvwarebudget,theglobalperceptrompredictorworksbestwith a history
lengthof 24.

hardvware gshae globalperceptron | global/localperceptron
budget | history | number | history | number | global/local| number
in bytes | length | of entries| length | of entries| history of entries
128 2 512 4 25 8/2 11
256 1 1K 7 32 10/2 19
512 11 2K 9 51 23/2 19
1K 12 4K 13 73 25/5 33
2K 13 8K 17 113 31/5 55
4K 14 16K 24 163 34/10 91
8K 15 32K 28 282 34/10 182
16K 16 64K 47 348 36/11 341

Table 2: BestHistory Lengths. This table shavs the bestamountof global history to keepfor gshae andtwo
versionsof the perceptrorpredictor aswell asthe numberof tableentriesfor eachpredictor

--e-- gshare
--a-- gshare with agree
104 - +- bi-mode
N -4~ global/local hybrid
SO el —— global perceptron
N —+— global/local perceptron
—e— global/local perceptron with agree

Percent Mispredicted

256 5&2 1k 2K 4K 8K
Hardware Budget (Bytes)

Figure2: HardwareBudgetvs. PredictionRateon SPEC2000. This graphshavsthemispredictiorratesof various
predictorsasafunctionof the hardwarebudget.
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6.3 Misprediction Rates

Figure 2 shaws the harmonicmeanof mispredictionratesachiezed with increasinghardware budgets
on the SPEC2000benchmarks.At a 4K byte hardware budget,the global perceptrorpredictorhasa
mispredictionrate of 1.94%,animprovementof 53% over gshae at4.13%and31% over a 6K byte bi-
modeat 2.82%. When both global and local history informationis used,the perceptrorpredictor still
hassuperioraccurag. A global/localhybrid predictorwith the samecon guration asthe Alpha 21264
predictorusing 3712 byteshasa mispredictionrate of 2.67%. A global/localperceptrorpredictorwith
3315hytesof statehasa mispredictionrateof 1.71%,representing 36% decreasdén mispredictionrate
over the Alpha hybrid. The agree mechanismimprovesaccurag, especiallyat small hardware budgets.
With a small budgetof only 750 bytes, the global/local perceptronpredictorachieves a misprediction
rateof 2.89%,whichis lessthanthe mispredictionrate of a gshae predictorwith 11 timesthe hardware
budget,andlessthanthe mispredictionrate of a gshae/agree predictorwith a 2K byte budget. Figure3
shawv themispredictiorratesof two PHT-basednethodsandtwo perceptrorpredictorsonthe SPEC2000
benchmarks$or hardwarebudgetsof 4K and16K bytes.

m gshare, 4KB
= bi-mode, 3KB
15 o global perceptron, 4KB
o global/local perceptron, 3.3KB
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Figure 3: MispredictionRatesfor Individual Benchmarks.Thesechartsshav the mispredictionratesof global
perceptrongshae andbi-modepredictorsat hardwarebudgetsof 4 KB and16 KB.
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6.3.1 LargeHardware Budgets

As Moore's Law continuego provide moreandmoretransistorsn thesameareajt makessensdo explore
muchlargerhardwarebudgetdor branchpredictors Evers'thesiq10] exploresthedesignspacdor multi-
componentybrid predictorsusinglarge hardware budgets,from 18 KB to 368 KB. To our knowvledge,
the multi-componentpredictorspresentedn Evers' thesisare the mostaccuratefully dynamicbranch
predictorsknowvn in previouswork. This predictorusesa McFarling-stylechooseto choosebetweertwo
otherMcFarling-stylehybrid predictors. The rst hybrid componenjoins a gshae with a shorthistory
to a gshae with along history The otherhybrid componentonsistsof a PAs hybridizedwith a loop
predictor, whichis capableof recognizingregularloopingbehaior evenfor loopswith long trip counts.

We simulateEvers' multi-componenpredictorsusingthe samecon guration parametergjivenin his
thesis.At thesamesetof hardwarebudgetswe simulatea global/localversionof the perceptrompredictor
Thetuningof thislarge perceptrorpredictoris not asexhaustve asfor the smallerhardwarebudgetsdue
to thehugedesignspace We tunefor the bestglobalhistorylengthonthe SPECtrain  inputs,andthen
for thebestfractionof globalversudocal historyatasinglehardwarebudget,extrapolatinghis fractionto
the entiresetof hardwarebudgets.As with our previousglobal/localperceptrorexperimentsye allocate
35% of the hardware budgetsto storingthe table of local histories. The con guration of the perceptron
predictoris givenin Table3.

Size | Global | Local | Numberof Numberof
(KB) | History | History | Perceptrons Local Histories
18 38 14 280 2,048
30 40 14 428 4,096
53 50 18 519 8,192
98 54 19 1093 8,192
188 64 23 1652 16,384
368 66 24 3060 32,768

Table3: Con gurationsfor Large BudgetPerceptrorPredictors.

Figure 4 shavs the harmonicmeanmispredictionratesof Evers' multi-componenfpredictorandthe
global/localperceptrorpredictoronthe SPEC2000integerbenchmarksTheperceptrorpredictoroutper
formsthemulti-componenpredictorat every hardwarebudget,with the mispredictiorratesgettingcloser
to oneanotherasthehardwarebudgetis increasedBoth predictorsarecapableof reachingamazinglylow
mispredictiorratesatthe368KB hardwarebudget,with theperceptrorat0.85%andthemulti-component
predictorat 0.93%.

We claim that theseresultsare evidencethat the perceptrorpredictoris the mostaccuratefully dy-
namicbranchpredictorknovn. We mustpoint out thatwe have not exhaustvely tunedeitherthe multi-
componenbr the perceptrorpredictorshecausef the hugecomputationathallenge Neverthelessthere
is a clearseparatiorbetweenthe mispredictionratesof the multi-componentind perceptrorpredictors,
andbetweenthe perceptrorandall otherpredictorswe have examinedat lower hardware budgets;thus,
we arecon dentthatour claim canbeveri ed by independentesearchers.

6.4 IPC

We have seerthattheperceptrorpredictoris highly accuratdut hasamulti-cycle delayassociatewvith it.
If thedelayis too large, overall performancenaysuffer astheprocessostallswaiting for predictionsWe
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Figure4: HardwareBudgetvs. MispredictionRatefor Large Predictors.

now evaluatethe perceptrorpredictorin termsof overall processoperformancemeasuredn IPC, and
takinginto accountpredictoraccesglelay In particular we comparean overriding perceptromredictor
againstheoverridinghybrid predictorof the Alpha 21264,andwe consideltwo processocon gurations.
One con guration usesa moderateclock rate that matchesthe latestAlpha processqrwhile the other
approximateshemoreaggressie clock rateanddeepelpipelineof the Intel Pentiumd.

Thisremainderof this sectiondescribeson gurationsof the overriding perceptrorpredictorfor these
two clock ratesandreportson simulatedPC for the SPEC2000benchmark.

6.4.1 Moderate Clock Rate Simulations

Currently thefastestlpha processoim 180nmtechnologyis clockedatarateof 833MHz. At thisclock
rate,boththe perceptrorpredictorandAlpha hybrid predictordeliver a predictionin two clock cycles.
Using SimpleScalar/Alphawe simulatea two-level overriding predictorsat 833MHz. The rst level

is a 256-entrySmith predictor[27], i.e., a simpleone-le/el table of two-bit saturatingcountersindexed
by branchaddress.This predictorroughly simulategheline predictorof the overriding Alpha predictor
Our Smith predictorachieres a harmonicmeanaccurag of 85.2%,which is the sameaccurag quoted
for the Alphaline predictor[18]. For the secondevel predictor we simulateboththe perceptrorpredic-
tor andthe Alpha hybrid predictor The perceptromredictorconsistsof 133 perceptronseachwith 24
weights. Althoughthe 25 weightperceptrorpredictorwasthe bestchoiceat this hardware budgetin our
simulationsthe 24 weightversionhasmuchthe sameaccurag but is 10%faster We have obsered that
theidealratio of perbranchhistory bits to total history bits is roughly 20%, so we use19 bits of global
historyand4 bits of perbranchhistoryfrom atableof 1024histories.Thetotal staterequiredfor this pre-
dictoris 3704bytes,approximatelythe sameasthe Alpha hybrid predictor which uses3712bytes.Both
the Alpha hybrid predictorandthe perceptrorpredictorincur a single-gcle penaltywhenthey override
the Smith predictor We alsosimulatea 2048-entrynon-overriding gshae predictorfor reference.This
gshae useslessstatesinceit operatesn a singlecycle; notethatthis is the amountof stateallocatedto
the branchpredictorin the HP-FA/RISC 8500[21], which usesa clock ratesimilar to that of the Alpha.
We againsimulatethe 12 SPECint 2000 benchmarksthis time allowing eachbenchmarko execute2
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billion instructions.We simulatethe 7-cycle mispredictionpenaltyof the Alpha21264.
Whena branchis encounteredherearefour possibilitieswith the overriding predictor:

The rst andsecondevel predictionsagreeandarecorrect.In this casethereis no penalty

The rst andsecondlevel predictionsdisagreeand the secondoneis correct. In this case,the
secondoredictoroverridesthe rst, with asmallpenalty

The rst andsecondevel predictionsdisagreeandthe secondoneis incorrect. In this case there
is a penalty equalto the overriding penalty from the previous caseas well asthe penaltyof a
full misprediction.Fortunately the secondpredictoris moreaccurateghatthe rst, sothis caseis
unlikely to occur

The rst andsecondevel predictoragreeandarebothincorrect.In this casethereis no overriding,
but the predictionis wrong,soa full mispredictionpenaltyis incurred.

Figure 5 shaws the instructionsper cycle (IPC) for eachof the predictors. Even thoughthereis a
penaltywhenthe overriding Alpha andperceptrorpredictorsoverridethe Smith predictor theirincreased
accuraciesnorethancompensatéor this effect, achieving higherIPCsthana single-gcle gshae. The
perceptrorpredictoryieldsa harmonicmeanlPC of 1.65,whichis higherthanthe overriding predictorat
1.59,whichitself is higherthangshae at 1.53.

6.4.2 Aggressve Clock Rate Simulations

The currenttrendin microarchitecturas to deeplypipeline microprocessorssacri cing somelPC for
the ability to use much higher clock rates. For instance,the Intel Pentium4 usesa 20-stageinteger
pipelineataclock rateof 1.76 GHz. In this situation,onemight expectthe perceptrorpredictorto yield
poor performancesinceit requiresso muchtime to make a predictionrelative to the shortclock period.
Neverthelesswe will shav thatthe perceptrorpredictorcanimprove performancevenmorethanin the
previous case pecausehebene tsof low mispredictiorratesaregreater

At al.76 GHz clockrate,the perceptrompredictordescribegbore would take four clock cycles: oneto
readthetableof perceptronsndthreeto propagatesignalsto computethe perceptroroutput. Pipelining
the perceptrorpredictorwill allow usto getonepredictioneachcycle, sothatbrancheshatcomeclose
togetherdon't have to wait until the predictoris nished predictingthe previousbranch.The Wallace-tree
for this perceptrorhas? levels. With a smallcostin latchdelay we canpipelinethe Wallace-treen four
stages.oneto readthe perceptrorfrom the table,anotherfor the rst threelevels of thetree,anotherfor
the secondthreelevels, anda fourth for the nal level andthe carry-lookaheaddderat the root of the
tree.Thenew perceptrorpredictoroperatesasfollows:

1. Whenabranchis encounteredt is immediatelypredictedwith a small Smith predictor Execution
continuesalongthe predictedpath.

2. Simultaneouslythelocal historytableandperceptrortablesareaccessedsingthe branchaddress
asanindex.

3. The circuit that computeghe perceptronoutputtakesits input from the global andlocal history
registersandthe perceptrorweights.

4. Four cyclesaftertheinitial prediction,the perceptromredictionis available. If it differs from the
initial prediction,instructionsexecutedsincethat predictionaresquashe@ndexecutioncontinues
alongtheotherpath.
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5. Whenthe branchexecutesthe correspondingperceptrons quickly trainedandstoredbackto the
tableof perceptrons.

Figure 6 shaws the resultof simulatingpredictorsin a microarchitecturevith characteristicef the
Pentium4. The mispredictionpenaltyis 20, which simulatesthe long pipeline of the Pentium4. The
Alpha overriding hybrid predictoris conseratively scaledto take 3 clock cycles, while the overriding
perceptrorpredictortakes 4 clock cycles. The 2048-entrygshae predictoris unmodi ed. Eventhough
the perceptrorpredictortakeslongerto make a prediction,it still yieldsthehighestiPCin all benchmarks
becausef its superioraccurag. The perceptromredictoryieldsanIPC of 1.48,whichis 5.7% higher
thanthatof the hybrid predictorat 1.40.
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Figure5: IPC for overriding perceptrorandhybrid predictors. This chartshavs the IPCsyieldedby gshae, an
Alpha-like hybrid, and global/local perceptronpredictor given a 7-cycle mispredictionpenalty The hybrid and
perceptrorpredictorshave a 2-cycle lateng, andareusedasoverriding predictorswith a small Smith predictor

6.5 Training Times

To comparethe training speed®f the perceptrorpredictorwith PHT methodswe examinethe rst 100
timeseachbranchin eachof the SPEC2000benchmarkss executed(for thosebranchesxecutingat
least100times).Figure7 shavs the averageaccurag of eachof the 100 predictionsfor eachof the static
branchesvith a4KB hardwarebudget.Theaveragds weightedby therelative frequenciesf eachbranch.

The perceptrormethodlearnsmorequickly the gshae or bi-mode.For the perceptromredictor train-
ing time is independenof history length. For techniquesuchasgshae thatindex a tableof counters,
trainingtime depend®n the amountof history considereda longerhistory mayleadto alargerworking
setof two-bit counterghatmustbeinitialized whenthe predictoris rst learningthe branch.This effect
hasa negative impacton predictionrates,andata certainpoint,longerhistoriesbegin to hurt performance
for thesescheme$23]. As we will seein the next section,the perceptrorpredictiondoesnot have this
weaknessasit alwaysdoesbetterwith alongerhistorylength.
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Figure6: IPCfor overridingperceptrorandhybrid predictorswith long pipelines.This chartshavs the IPCsyields
by gshae, a hybrid predictoranda global/localperceptrorpredictorwith a large mispredictionpenaltyandhigh
clockrate.

6.6 Advantagesof the Perceptron Predictor

We hypothesizahat the main advantageof the perceptrorpredictoris its ability to make useof longer
history lengths. Schemedike gshae that usethe history registerasanindex into a tablerequirespace
exponentialin thehistorylength,while the perceptrompredictorrequiresspacdinearin thehistorylength.

To provide experimentalsupportfor our hypothesiswe simulategshae andthe perceptromredictor
at a 64K hardware budget,wherethe perceptrormpredictornormally outperformsgshae. However, by
only allowing the perceptrompredictorto useasmary historybits asgshae (18 bits), we nd thatgshae
performsbetter with a mispredictionrate of 1.86% comparedwith 1.96%for the perceptrormpredictor
Theinferior performancef this crippledpredictorhastwo likely causesthereis moredestructve aliasing
with perceptronbecausehey arelarger, andthusfewer, thangshag's two-bit countersandperceptrons
arecapableof learningonly linearly separabldéunctionsof their input, while gshae canpotentiallylearn
ary Booleanfunction.

Figure8 shavstheresultof simulatinggshae andthe perceptrorpredictorwith varyinghistorylengths
onthe SPEC2000benchmarksHere,we usea 4M byte hardware budgetis usedto allow gshae to con-
siderlonger history lengthsthan usual. As we allow eachpredictorto considerlonger histories,each
becomesnoreaccurateuntil gshae becomesvorseandthenrunsout of bits (sincegshae requiresre-
sourcesxponentialin the numberof history bits), while the perceptromredictorcontinuesto improve.
With this unrealisticallyhugehardwarebudget,gshae performsbestwith a historylengthof 23, whereit
achievesa mispredictiorrateof 1.55%.The perceptrorpredictoris bestat a historylengthof 66, whereit
achievesa mispredictiorrateof 1.09%.

6.7 Impact of Linearly InseparableBranches

In Section4.3 we pointedout a fundamentalimitation of perceptronghatperformofine training: they
cannotlearnlinearly inseparabldéunctions. We now exploretheimpactof this limitation on branchpre-
diction.

To relatelinear separabilityto branchprediction,we de ne the notion of linearly sepaable brandes.
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Figure7: AverageTraining Timesfor SPEC2000benchmarksThe axisis the numberof timesa branchhas
beenexecuted.The -axisis the average,over all branchesn the program,of 1 if the branchwas mispredicted,
0 otherwise.Over time, this statistictrackshow quickly eachpredictorlearns. The perceptrormpredictorachieses
greateraccurag earlierthanthe othertwo methods.

Let bethemostrecent bits of global branchhistory For a staticbranch , thereexists a Boolean
function thatbestpredicts 'sbehaior. It is thisfunction, , thatall branchpredictorsstrive to
learn. If is linearly separablewe saythatbranch is alinearly separabldranch;otherwise, isa
linearly insepanble brand.

Theoreticallyof ine perceptrongannotpredictlinearly inseparablédranchesvith completeaccuray,
while PHT-basedredictorshave no suchlimitation whengivenenoughrainingtime. Doesgsharepredict
linearly inseparabléunctionsbetterthanthe perceptrorpredictor?To answerthis questionwe compute

for eachstatic branch in our benchmarksuite and test whetherthe functionsare linearly
separable.

Figure9 shaws the mispredictiorratesfor eachbenchmarkor a 4K budget,aswell asthe percentage
of dynamicallyexecutedbrancheghatis linearly inseparable.For eachbenchmarkthe bar on the left
shawvs themispredictiorrateof gshae, while thebarontheright shavs themispredictiorrateof aglobal
perceptrorpredictor Eachbaralsoshavs, usingshading,the portion of mispredictionsdueto linearly
inseparabldranchesandlinearly separabldoranches We obsenre two interestingfeaturesof this chart.
First, mostmispredictecdranchesrelinearly inseparableso linearinseparabilitycorrelateshighly with
unpredictabilityin general. Secondwhile it is dif cult to determinewhetherthe perceptrorpredictor
performsworsethan gshareon linearly inseparabléorancheswe do seethat the perceptronpredictor
outperformsgshae in all casesexceptfor 186.crafty , the benchmarkwith the highestfraction of
linearlyinseparabldranches.

Somebranchesequirelongerhistoriesthanothersfor accuratgrediction,andtheperceptrorpredictor
oftenhasanadwantagdor thesebranchesFigurel0shavstherelationshigbetweerthisadwantageandthe
requiredhistorylength,with onecurve for linearly separabléoranchesandonefor inseparabldéranches.
The axisrepresenttheadwantageof our predictor computedy subtractinghemispredictiorrateof the
perceptrorpredictorfrom that of gshae. We sortedall staticbranchesaccordingto their “best” history
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Figure8: History Lengthvs. PerformanceThis graphshavs how accuray for gshae andthe perceptrompredictor
improvesashistorylengthis increasedThe perceptrorpredictoris ableto considemuchlongerhistorieswith the
samehardwarebudget.

length,which is representedn the axis. Eachdatapoint representshe averagemispredictionrate of
staticbranchegwithout regardto executionfrequeng) thathave a given besthistorylength. We usethe
perceptrorpredictorin our methodologyfor nding thesebestlengths: Using a perceptrortrainedfor
eachbranchwe nd themostdistantof thethreeweightswith thegreatesmagnitude This methodology
is motivatedby the work of Everset al., who shav that mostbranchesan be predictedby looking at
threepreviousbranche$9]. Asthebesthistorylengthincreasesheadwantageof theperceptrormpredictor
generallyincreaseaswell. We alsoseethatour predictoris moreaccuratdor linearly separabléranches.
For linearly inseparabléranchesour predictorperformsgenerallybetterwhenthe branchesequirelong
histories while gshae sometimegperformsbetterwhenbranchesequireshorthistories.

Linearly inseparabldranchesequiringlongerhistories,aswell asall linearly separablédranchesare
alwayspredictedbetterwith the perceptrorpredictor Linearly inseparabléranchesequiringfewer bits
of historyarepredictedbetterby gshare Thus,thelongerthehistoryrequired the betterthe performance
of theperceptrorpredictor evenonthelinearly inseparabléranches.

Wefoundthishistorylengthby nding themostdistantof thethreeweightswith thegreatesmagnitude
in a perceptrortrainedfor eachbranch,an applicationof the perceptrorpredictorfor analyzingbranch
behaior.

6.8 Additional Advantagesof the Perceptron Predictor

Assigningcon dence to decisions. Our predictorcanprovide acon dence-leel in its predictionsthat
canbeusefulin guidinghardwarespeculationTheoutput, , of theperceptrorpredictoris notaBoolean
value,but a numberthatwe interpretastaken if . Thevalueof providesimportantinformation
aboutthebranchsincethedistanceof from 0 is proportionako thecertaintythatthebranchwill betaken
[15]. Thiscon dencecanbeusedfor example,to allow amicroarchitecturéo speculatiely executeboth
branchpathswhen con denceis low, andto executeonly the predictedpathwhencon denceis high.
Somebranchpredictionschemesxplicitly computea con dencein their predictions[14], but in our
predictorthis information comesfor free. We have obsered experimentallythat the probability that a
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Figure9: Linear Separabilityvs. Accurag at a 4KB budget. For eachbenchmarkthe leftmostbar shaowvs the
numberof linearly separablelynamicbranchesn the benchmarkthe middle bar showvs the mispredictionrate of
gshae ata 4KB hardwarebudget,andtheright bar shavs the mispredictiornrate of the perceptrompredictorat the
samehardwarebudget.

branchwill be taken canbe accuratelyestimatedas a linear function of the output of the perceptron
predictor

Analyzing branch behavior with perceptrons. Perceptronsanbeusedio analyzecorrelationsamong
branches.The perceptrormpredictorassignseachbit in the branchhistory a weight. Whena particular
bit is strongly correlatedwith a particularbranchoutcome,the magnitudeof the weightis higherthan
whenthereis lessor no correlation. Thus, the perceptrorpredictorlearnsto recognizethe bits in the
historyof a particularbranchthatareimportantfor prediction,andit learnsto ignoretheunimportanbits.
This propertyof the perceptrorpredictorcanbe usedwith pro ling to provide feedbackfor otherbranch
predictionschemeskor example themethodologythatwe usein Section6.7 couldbeusedwith apro ler
to provide pathlengthinformationto the variablelengthpathpredictor[29].

7 Conclusions

In this paperwe have introduceda new branchpredictorthat usesneurallearningtechniques—theer
ceptronin particular—asthe basicpredictionmechanismPerceptronsreattractve becauseéhey canuse
long historylengthswithoutrequiringexponentialresourcesA potentialweaknes®f perceptronss their
increaseccomputationakcompleity whencomparedwith two-bit counters,but we have shavn how a
perceptrorpredictorcanbeimplementecdef ciently with respecto bothareaanddelay In particular we
believe thatthe mostfeasibleimplementations the overriding perceptrorpredictor which usesa simpler
Smith predictorto provide a quick predictionthat may be later overridden. For the SPEC2000integer
benchmarksthis overriding predictorresultsin 36% fewer mispredictionghana McFarling-stylehybrid
predictor Anotherweaknes®f perceptronss their inability to learnlinearly inseparabldéunctions,but
we have shawvn thatthis is a limitation of existing branchpredictorsaswell.
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Figure 10: Classifyingthe Advantageof the PerceptrorPredictor Eachdatapoint is the averagedifferencein
mispredictionratesof the perceptrorpredictorandgshare(on the axis)for lengthfor thosebranchegon the
axis). Abovethe axis,theperceptrorpredictoris betteron average Below the axis,gshaeis betteron average.
For linearly separabldranchesour predictoris on averagemoreaccurateahangshae. For inseparabldéranches,
our predictoris sometimedessaccuratdor brancheshatrequireshorthistories,andit is moreaccurateon average
for brancheghatrequirelong histories.

We have shavn thatthereis bene t to consideringhistorylengthslongerthanthosepreviously consid-
ered.Variablelengthpathbranchpredictionconsidershistorylengthsof up to 23 [29], anda studyof the
effectsof long branchhistorieson branchpredictiononly considerdengthsup to 32 [9]. We have found
thatadditionalperformanceayainscanbefoundfor branchhistorylengthsof up to 66.

We have also shavn why the perceptronpredictoris accurate. PHT techniquesprovide a general
mechanisnthatdoesnot scalewell with historylength. Our predictorinsteadperformsparticularlywell
ontwo classe®f branches—thosthatarelinearly separablendthosethatrequirelong historylengths—
thatrepresent large numberof dynamicbranches.

Perceptrondiave interestingcharacteristicshat openup new avenuesfor future work. As notedin
Section6.8, perceptrongan also be usedto guide speculatiorbasedon branchpredictioncon dence
levels, and perceptrorpredictorscanbe usedin recognizingimportantbits in the history of a particular
branch.
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on this topic, andwe thank Steve, Kathryn, and Ibrahim Hur for their commentson earlierversionsof
this paper Thisresearctwassupportedn partby DARPA Contract#F30602-97-1-0156-om theUS Air
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